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A decoupled Neuro-symbolic Agentic framework provides an automated clinical safety net, identifying 89.4% of ambiguous MCI
cases by auditing neural predictions against anatomical logic.
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Background: Deep learning models
excel in sMRI analysis for
Alzheimer's disease (AD) but
operate as opaque "black boxes".

The Problem: Classifiers suffer
from overconfidence on ambiguous
Mild Cognitive Impairment (MCI)

Passive XAl cannot actively
intercept errors.

Objective: We propose a Neuro-
symbolic Agentic Framework that
decouples statistical perception
from symbolic reasoning to act as
an active safety net.

METHODS

Clinical Dataset (N = 123): Real-
world sMRI neuroimaging cohort:

Normal Control (NC; N = 36):
Cognitively unimpaired subjects.

Alzheimer's Disease (AD; N = 21):
Diagnosed probable AD patients.

Mild Cognitive Impairment (MCI; N =
66). Unseen intermediate cohort.

Perception Layer: A hybrid CNN-
RF pipeline trained on NC vs. AD
baseline to build clear decision

boundaries, outputting uncertainty
(U) and confidence (C).

cases, causing silent clinical failures.

Layer 1: Perception Layer
(System 1: Intuition)

Binary Predictor
(CNN-RF Baseline)
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[ Layer 0: Data Layer |

Raw MRI Data
(NIfTT)
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Uncertainty Quantification
(Ensemble Variance)

Attribution & Stats
(SHAP & Z-Scores)

Context Layer (MCP): Standardizes
interface interactions via Model
Context Protocol to translate agent
reasoning into deterministic tool
calls.

Knowledge Layer: Hosts an
anatomical knowledge graph via

Neo4 for GraphRAG context
retrieval.

Layer 3: Context Layer Layer 2: Knowledge Layer

(Model Context Protocol) (Symbolic Grounding)

MCP Server
(Standardized Interface)

GraphRAG Engine
(Context Retrieval)

A
h 4

Knowledge Graph
(Neodj)
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Call: '

v MCP Capabilities

v query_knowledge()
Resources: Tools: E
Clinical Guidelines/Prompts Simulation/Retrieval

Reasoning Layer: Dual-LLM agents
replicate clinical consultation:

Orchestrator (Phi-4-mini): Triggers
simulation if Uncertainty > 0.6.

Safety Auditor (Llama-3.1-Aloe-8B):
Audits predictions against Z-scores.

Layer 4: Reasoning Layer Layer 5: Application Layer

(System 2: Logic) (Human-in-the-Loop)
Agentpi': ;)rcl?e.strator Clinician Dashboard
( ll- -mini) (Streamlit Interface)
Role: Triage & Strategy
Hand-off ’
‘ Context

Agent B: Safety Auditor
(Llama-3.1-Aloe-8B)
Role: Logic Validation

intensive agentic auditing.

NVIDIA RTX 5090 Laptop GPU.

Confidence (P)
1.2

Baseline Performance: Achieved 80.70% binary accuracy
and 88.89% specificity on clear NC/AD cases (N=37).

MCI Safety Interception: Successfully flagged and routed
89.39% (59/66) of unseen, ambiguous MCI cases for

Workstation Latency: Average execution time of 33.62
seconds per subject (17.0 reasoning steps) on a local

Uncertainty (U)

1.48).
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Preventing False Positives (Subject-0116): .
Classifier predicted AD with high confidence (C = 0.82).
The Safety Auditor detected preserved anatomical
volumes (|Z| < 2.5), triggered a discrepancy alert, and
blocked the error.

Catching Missed Diagnoses (Subject-0009):
Classifier misclassified an MCI patient as Normal
Control. Elevated uncertainty (U = 0.55) triggered a
safety audit, capturing subtle temporal atrophy (Z =

ns (p=0.05)

CLINICAL SAFETY AUDIT REPORT

Subject ID: Subject-0009 Ground Truth: MCI
Model Prediction: Normal Control (NC)
Confidence: P = 0.82 Uncertainty: U = 0.55
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1. Clinical Audit Summary

Verdict: Suspected False Negative (Missed Diagnosis)

Risk Assessment: High Risk of Discrepancy

Rationale: High uncertainty (U = 0.55) combined with visible atro-
phy in Temporal Pole Sup L suggests a missed diagnosis.

2. Evidence Verification
Anatomical Check:

e Temporal Pole Sup L: Atrophy detected (Z = 1.48).

e Hippocampus: Preserved but warrants monitoring.

3. Agent Recommen dations
Next Steps: Manual review required. Consider neuropsychological
testing. Agent Interaction: Triggered ANOMALY_INVESTIGATION.
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