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KEY TAKE AWAY: Low-rank ViT framework achieves >95% accuracy for early AD prediction on sparse ADNI data (n<500), cutting trainable
parameters 97.6% via LoRA-inspired adapters. A novel SVD-based unlearning method erases patient data in 28 seconds (vs. 4.2 hrs full retrain)
with >92% accuracy retention — enabling privacy-compliant, GDPR/HIPAA-ready clinical Al.
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Background

Early AD diagnosis is critical for timely intervention,
but reliable Al models are limited by scarce, high-
quality MRI datasets. Scanner variability,
demographic confounders, and data privacy rules
further restrict model training and generalization.

The Challenge

Deep learning models (CNNs, ViTs) show strong
potential for AD prediction from neuroimaging, but
in data-scarce settings they overfit easily, limiting
real-world robustness. There is also a growing
need to remove specific patient data from trained
models (consent withdrawal, data quality issues)
— conventional approaches require full,
computationally expensive retraining.

Critical Gap

No existing framework combines parameter-
efficient adaptation for small AD datasets with
fast, verifiable patient-data erasure. Conventional
unlearning requires full model retraining —
computationally expensive and impractical at
scale.

Objectives

1. Achieve >95% accuracy on sparse (n<500)
AD neuroimaging via low-rank ViT

2. Cut trainable parameters with LoRA-inspired
adapters, preserving accuracy

3. Suppress scanner/demographic noise via
spectral orthogonal projection

4. Enable fast, certified patient-data erasure
via SVD-based unlearning

Dataset

* ADNI benchmark dataset (adni.loni.usc.edu)

« 2class (CN vs AD) and 4-class
(CN/EMCI/MCI/AD) classification tasks

» Training: n=400 MRI scans (fine-tuning); n=100
held-out test set

Model Architecture — Low-Rank ViT

* ViT-Base/16, pretrained on general medical
imaging

* Low-rank adapters (rank=8) inserted into Q,
K, V, O projection layers

* Spectral noise suppression: orthogonal
projection removes scanner-specific subspace
components from attention feature maps

Unlearning Protocol

« 10% of training samples designated for
erasure (simulating consent withdrawal)

« SVD applied to LoRA adapter matrices;
forgettable subspaces orthogonally projected
out

*  Verification: membership inference attacks,
output KL-divergence vs. fully retrained model

ML

LR-ViT (rank 8) matches or exceeds full fine-
tune accuracy at 45x lower parameter cost, and
noise suppression adds a further gain
independent of rank.
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Erasing 10% of training samples drops forgotten-
sample accuracy to chance level while retained-set
accuracy stays within 2% of baseline — confirming
the erasure is both complete and targeted.

Forgotten Retained .
Method MIA Acc. Time
SVD
Geometric | 51.8% 93.8% 28 sec
(Ours)
Full Retrain | 54 3, 95.1% 42hr
(Oracle)

Key Findings

* 95.3% accuracy (LR-ViT r=8) vs. 94.8% full
fine-tune — 45x fewer params (2.1M vs.
86.1M)

* +8-10% over standard ViT, +10-11% over
CNN; widens to 12.4% at n=100

* 94.7% sensitivity / 93.2% specificity for MCI
vs. CN (AUC 0.97 vs. 0.91)

* 95.3% 4-class staging accuracy; EMCI F1
0.91 vs. 0.79 (+15%)

* 28-sec unlearning vs. 4.2 hrs (540x faster);
retained accuracy 93.8%

* Near-random MIA (51.8%) on forgotten
samples confirms erasure

* Multi-modal (MRI + demographics): 96.1%
accuracy (+0.8%)

Slgnlflcance
Matches full-retrain "oracle" unlearning quality
at 540x the speed

« First framework to pair parameter-efficient
adaptation with certified, verifiable patient-data
erasure for AD neuroimaging

« Directly compliant with GDPR/HIPAA erasure
mandates

Future Work

* Multi-modal integration (MRI + demographics +
APOE4) — preliminary accuracy 96.1% (fold in
as a single stat, no chart)

* Integrate CSF biomarkers and
imaging for further robustness

« Extend validation to additional multi-site clinical
neuroimaging cohorts

longitudinal
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